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SYNOPSIS

This work examines the parallel scalability characteristics of commercial CFD software
ANSYS FLUENT 12 for up to 256 processing cores, for transient CFD simulations that are
heavy in I/O relative to numerical operations. In studies conducted with engineering
contributions from the University of Cambridge and ANSYS, the Linux HPC environment
named Darwin combined an Intel Xeon cluster with a Panasas parallel file system and
shared storage. The motivation for these studies was to quantify the performance and
scalability benefits of parallel I/O in CFD software on a parallel file system, verses a
conventional serial NFS file systems for transient CFD cases.

1. INTRODUCTION

CFD parallel efficiency and simulation turn-around times continue to be an important factor
behind engineering and scientific decisions to develop models at higher fidelity. Most
parallel CFD simulations use scalable Linux clusters for their demanding HPC requirements,
but for certain classes of CFD models, data I/O can severely degrade overall job scalability
and limit CFD effectiveness.

As CFD model sizes grow and the numbers of processing cores are increased for a single
simulation, it becomes critical for each thread on each core to perform I/O operations in
parallel, rather than rely on the master compute thread to collect and operate on each 1/O
process in serial. Examples of 1/0 demanding simulations include ~100-milllon-cell steady
state models on a large (> 64) number of cores, and moderate-sized and moderately parallel
transient CFD models that require frequent and multiple solution files writes in order to
collect time history results for subsequent post-processing.

In the case of frequent time history files being written in a serial process, any parallel benefit
from a CFD solver is soon overwhelmed as more processing cores (and therefore more
serial 1/O threads) are added to a simulation. For this reason, commercial CFD software
developers such as ANSYS offer parallel I/O schemes that scale with their CFD solvers. But
just as parallel solvers require scalable clusters, parallel I/O operates more efficiently with a
parallel file system, and sometimes referred to as parallel network attached storage (NAS).
Parallel NAS capabilities enable the application to overcome 1/O bottlenecks, enabling 1/O-
bound CFD simulations to scale to their full potential.

2. PARALLEL FILE SYSTEMS AND SHARED STORAGE

A new class of parallel file system and shared storage technology has developed that scales
I/O in order to extend overall scalability of CFD simulations on clusters. For most



implementations, entirely new storage architectures were introduced that combine key
advantages of legacy shared storage systems, yet eliminate the drawbacks that have made
them unsuitable for large distributed cluster deployments.

Parallel NAS can achieve both the high-performance benefits of direct access to disk, as
well as the data-sharing benefits of files and metadata that HPC clusters require for CFD
scalability. One implementation from Panasas offers the technology with an object-based
storage architecture that can eliminate serial I/0 bottlenecks. Object-based storage enables
two primary technological breakthroughs vs. conventional block-based storage.

First, since an object contains a combination of user data and metadata attributes, the object
architecture is able to offload 1/O directly to the storage device instead of going through a
central file server to deliver parallel I/0O capability. That is, just as a cluster spreads the work
evenly across compute nodes, the object-based storage architecture allows data to be
spread across objects for parallel access directly from disk.

Secondly, since each object has metadata attributes in addition to user-data, the object can
be managed intelligently within large shared volumes under a single namespace. This
eliminates the need for administrators to focus on LUN management as those operations are
automatically handled by intelligent storage blades.

Object-based storage architectures provide virtually unlimited growth in capacity and
bandwidth, making them well-suited for handling CFD run-time 1/O operations and large files
for post-processing and data management. With object-based storage, the cluster has
parallel and direct access to all data spread across the shared storage system. This means
a large volume of data can be accessed in one simple step by the cluster for computation
and visualization to improve speed in the movement of data between storage and other
tasks in the CFD workflow.

The Panasas parallel file system has developed software tuning and advanced caching
algorithms, combined with extensive cache memory and intelligent hardware components, to
optimize the parallel file system architecture, and provides an easy to manage, appliance-
like implementation.

3. HPC ENVIRONMENT — DARWIN CLUSTER

The University of Cambridge established the High Performance Computing Service in 2006,
the core of which is a cluster named Darwin, after the famous Cambridge alumnus who
developed the theory of evolution. The HPCS supports research in many disciplines
including CFD and the availability of ANSYS FLUENT among other CFD software.

Darwin is a cluster of 2340 cores, provided by 585 dual socket Dell PowerEdge 1950 IU rack
mount server nodes. Each node consists of two 3.0 gigahertz dual core Intel (Woodcrest)
Xeon processors, forming a single node with 8 gigabyte of RAM (two per core for four cores)
running Scientific Linux CERN and interlinked by a QLogic InfiniBand interconnect.

The cluster is organized into nine computational units (CUs) with each CU consisting of 64
nodes in two racks. The nodes within each CU are connected to the full bisectional
bandwidth InfiniBand network which provides 900 MB/second bandwidth with an MPI latency
of 1.9 microseconds. The CUs are connected to a half bisectional bandwidth Infiniband
network to ensure that large parallel jobs can run over the entire cluster with good
performance.

In addition to the Infiniband network, each computational unit has a full bisectional bandwidth
gigabit ethernet network for data, and a 100 megabyte network for administration; also each
node is connected to a power network through which the power to each box can be
controlled remotely. Darwin details of the cluster components are provided in Figure 1 below.
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Figure 1: Details of the Darwin Linux Supercomputer at the University of Cambridge

The cluster’s initial installation included 46 terabytes of local disk capacity and 60 terabytes
of file system storage provided by Dell PowerVault MD1000 disk arrays, with 15,000 rpm,
73GB SAS drives, connected to the cluster network over 10 gigabit Ethernet links. The
storage pool was managed by the TerraGrid parallel file system. The cluster has a peak
LINPACK Performance of 28.08 teraflops per second and a sustained value of 18.27
teraflops per second.

4. TRANSIENT CFD WITH PARALLEL I/O

The combination of scalable CFD application software, Linux HPC clusters, high speed
network interconnects and a parallel file system and storage, can provide engineers and
scientists with new and significant performance advantages for transient CFD simulations.

In recent studies, the advantages of ANSYS FLUENT 12 with its parallel 1/O capability,
demonstrated efficient scalability, total job turn-around time improvements greater than 2
times the previous release 6.3, and the ability to conduct high-fidelity and more cost-effective
transient solutions that were previously impractical for industrial CFD consideration.

The ANSYS FLUENT models for these studies comprised cases that were relevant in size
and flow features to current commercial and research CFD practice:

ANSYS FLUENT capability study of a large external aerodynamics case of 111
million cell truck geometry modelled as transient with DES, for performance
evaluation from 64 to 256 Intel Xeon cores, and the writing of 20 GB of output data
once per every 5 time steps, during 100 iterations.

ANSYS FLUENT capacity study of a moderate external aerodynamics case of 14
million cell truck geometry modelled as transient with DES, for performance
evaluation of 8 concurrent jobs, each using 16 Intel Xeon cores, and the writing of
a total of 23 GB of output data once per every 5 time steps, during 100 iterations.



Collaboration between ANSYS and Panasas application engineers that began in 2005 has
developed a parallel I/O scheme based on MPI-I/O under the MPI-2 standard. ANSYS
FLUENT parallel I/O will be introduced in release 12 scheduled for 1H-2009 and will
leverage several parallel file systems including Panasas’ PanFS. This development will
permit ANSYS FLUENT scalability for even heavy I/O applications such as large steady
state models with frequent checkpoints, or even more challenging, transient CFD cases that
may require 100 or more solution writes per single simulation.

The benefits of parallel 1/O for transient CFD were demonstrated with a production case of
an ANSYS FLUENT aerodynamics model of 111M cells, provided by an industrial truck
vehicle manufacturer. Figure 2 below, illustrates the 1/0O schematic of the performance tests
that were conducted, which comprised a case file read, a compute solve of 5 time steps with
100 iterations, and a write of the data file. In a full transient simulation the solve and write
tasks would be repeated to a much larger number of time steps and iterations, and with
roughly the same amount of computational work for each of these repeatable tasks.
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Figure 2: Schematic of truck aerodynamic transient CFD simulation and 1/0O scheme

Details of the CFD model, the cluster and storage configuration and the results of solver +
write times are provided in Figure 3 on the next page. (Note: the case read a one-time task
in a full simulation and was therefore omitted in the results).

ANSYS FLUENT 12 with parallel 1/0 conducted concurrent writes of the local (partition)
solutions directly to the global solution data file on PanFS, unlike the case for 6.3 that writes
the local solutions one-by-one to a global solution data file. The results demonstrate that
ANSYS FLUENT 12 on the Panasas parallel file system demonstrated a more than 2 times
reduction in total time vs. 6.3 on NFS and a conventional NAS system. The total time
improvement due to the write time advantage for release 12 over 6.3, demonstrating up to
39 times higher data transfer rates measured in MB/s.

In the case of 64 cores, the solver advantage of ANSYS FLUENT 12 over 6.3 was only 4%
with the total time benefit of 1.8 fold shown in Figure 3, attributed to the parallel I/O speed-
up. The ANSYS FLUENT 12 solver advantage grows to 9% at 128 cores, and 24% at 256
cores, which contribute to the growing benefits in total time improvements of 2.0 fold on 128
and 2.3 fold on 256 cores for ANSYS FLUENT 12 on PanFS vs. 6.3 on NFS.



Figure 3: Comparison of capability results for ANSYS FLUENT R12 + PanFS vs. 6.3 + NFS

It is important to note that the performance of CFD solvers and numerical operations are not
affected by the choice of file system, which only improves I/O operations. That is, a CFD
solver will perform the same on a given cluster regardless of whether a parallel or serial NFS
file system is used. The advantage of parallel I/O is best illustrated in a comparison of the
computational profiles of each scheme. ANSYS FLUENT 12 on PanFS keeps the I/O
percent of the total job time in the range of 3% at 64 cores to 8% at 256 cores, whereas 6.3
and NFS spend as much as 50% of the total job time in I/O.

An ANSYS FLUENT license is too valuable to spend such a high percentage of operations
in 1/O relative to numerical operations. The high efficiency of a parallel 1/O solution equates
to ~2 times more ANSYS FLUENT 12 utilization that can be achieved within the same
license cost structure as the 1/0-heavy 6.3 serial 1/0O solution under similar conditions (this
particular test case and HPC cluster configuration).

Despite the advantages in this large-scale case using a high number of processing cores,
capability computing is not as common in industry as capacity computing. Rather, the
situation when a single high-fidelity job is given the resources of an entire HPC cluster
(capability computing) is not nearly as common as that same cluster being used for the
processing of a set of lower-fidelity jobs, each using a moderate number of cores (capacity
computing), for shared use of a cluster by multiple engineers.

The capacity study was comprised of 8 jobs, each run concurrently on 16 processing cores,
for a total utilization of 128 processing cores. The ANSYS FLUENT model was the same for
each of the 8 jobs, and was the same truck case as the capability study except that the
mesh had been coarsened to 14 million cells.

This meant that each job was writing a smaller data file of about 3 GB each, but 8 of these
concurrently into 8 independent files, whereas the capability case was writing 20 GB to a
single file. Also in contrast, the capacity jobs had much fewer processing cores working on
each job, in this case 16, whereas the capability case was utilizing from 64 to 256 cores.



At 256 cores the NFS case had 256 1/0O threads where each must be written through the
single head-node thread. This scenario/O can lead to a severe case of 1/0O bottlenecks
compared with the parallel case with just 16 I/O threads for 8 concurrent instances.

The results illustrated in Figure 4 below demonstrate that ANSYS FLUENT 12 on PanFS has
a 23% total time advantage over 6.3 and NFS. Similar to the capability study results, the
computational profiles of each show an efficient utilization of ANSYS FLUENT numerical
operations at 97% vs. /O operations at 3% for PanFS. In comparison, release 6.3 on NFS
showed 19% of the computation time in spent in I/O operations.

Figure 4: Comparison of capacity results for ANSYS FLUENT R12 + PanFS vs. 6.3 + NFS

5. CONCLUSIONS

The joint study conducted between research and industry organizations demonstrated that
ANSYS FLUENT CFD software with parallel I/O capabilities and using a parallel file system
can greatly improve job completion times for transient simulations that are heavy in 1/O
operations relative to numerical operations. The favourable results were conclusive for the
range of capability and capacity uses on the Darwin cluster with a Panasas parallel file
system. These benefits will enable industry an expanded and more common use of transient
CFD in applications such as aerodynamics, aeroacoustics, reacting flows and combustion,
multi-phase and free surface flows, and DES/LES turbulence, among other advanced CFD
modeling and practices.
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